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Estimating Constrained MLLR Parameters With
Limited Adaptation Data

Daniel Povey and Kaisheng Yao

Abstract—Constrained MLLR (CMLLR) is a popular and  describe how we obtain such a basis and how we efficiently
effective adaptation technique in which a speaker-specifiaffine optimize the corresponding coefficients in test time.
transform is applied to the speech features, mapping them i In Section Il we discuss prior work in this area. In Sec-

a “normalized” space in which speaker variation is reduced.For . . .

typical systems the CMLLR transformation matrix will have 0N lll we discuss our approach in general terms and compare
more than a thousand parameters, and about five seconds of it with Bayesian methods. In Section IV we describe the
speech is normally required for CMLLR to give improvements. mathematics of our approach in terms of a generic speaker-
In this paper we describe an effective technique for trainiy the  gpecific parameter. In Section V we provide update equations

CMLLR transform on less data. This uses a basis representadn |, gection VI we describe our experimental results: in Sec-
of the CMLLR matrix, together with a novel optimization . ’
tion VII we conclude.

approach.

. INTRODUCTION Il. PRIOR WORK

ONSTRAINED MLLR (CMLLR) [1], [2], also known as ~ Various approaches have been proposed to estimate CMLLR
feature-space MLLR (fMLLR) is one of the most widelyParameters fror_‘n little data. Simpl_e methods i_nclude Iingjti.
used methods of accounting for speaker variation in speedfi” to be a diagonal or block-diagonal matrix [2]. This is

recognition. It is an affine transform on the featuses RP: effective but is obviously not optimal.
Another alternative is fMAPLR [3], [4], which is based on

x — AlYx 4 b 1) picking the Maximum a Posteriori estimate of the parameter
for speakers, with parametersA(*) € RP*2 andb(®) € R, W), For speed of update and ease of estimating the prior it is

This may be written using the more compact notation helpful to limit the prior to be the product of a separate Gaus
sian prior over each row of the transform. This is conventient
x — Wlxt, (2)  combine with the traditional row-by-row update formulag [2

Both referenced papers [3], [4] used a diagonal Gaussian pri

S — S . S J— X 1
whereW) = [A®); bl] andx* = [ 1 } The matrix ¢4 each row. In [3] an “Empirical Bayes” approach was used:

W) is normally estimated in a Maximum Likelihood (ML)i.e., the prior was estimated from the ML estimates of the
fashion on some adaptation data; in the usual scenario (ti@nsforms for the training speakers; in [4] an E-M approach
supervised adaptation), this would be based on word labBRsed on the Factor Analysis framework was used.
generated from a speaker-independent decoding. In our exAn earlier, similar scheme [5] smoothed the statistics accu
perience, constrained MLLR needs about 5 seconds or songflated for CMLLR with a certain number of frames’ worth of
adaptation data to robustly estimate the parameters, aitd wfake” statistics equivalent to expected data generateu the
less adaptation data it can degrade performance_ model itself. This is similar in spirit to the “relevance MAP

In this paper we describe a new method which allowgmoothing method used for model adaptation in HTK [6], and
us to learn the CMLLR parameters more robustly frofhe update equations have the same form as fMAPLR. One
small amounts of data, while still giving the best possibi#ousand frames was found to work well.
performance for larger amounts of data. We represent thdn [7], the matrixW was represented as a weighted sum
transformation using a basis: of basis matricesW,, with the coefficients (weights) being
estimated for each speaker. This method has the advantage

e that it del correlations between th d it
(s) _ (s) at it can model correlations between the rows, and it was
w Wo + bz_; % W, (3) demonstrated that this improves Word Error Rate (WER).

) ) This is a key motivation for our work here. However, the
where for a given spea}lgsrwe only allow & ce(rg;un NUMbEr o iimization in that method was quite difficult and the augho
of leading coefficients;,” to be nonzero, i.ea;,” = 0 for  giq not describe a single recipe that works for varying aneun
b > B(s), where B(s) is the number of allowed parametersys aqaptation data; a fixed basis size was used.

For simplicity we takeW,, to be[L ; 0]. The basis{ Wy, 1 < The method we describe here grew out of work on differ-

b < D(D +1)} needs to have the property that the directiong,yy structured models, namely Subspace Gaussian Mixture
with the most important variation are at the beginning. W& Wiy, qels (SGMMs) which, most relevant to CMLLR estimation,

Microsoft Corporation, One Microsoft Way, Redmond, WA 920&mail: Conta.in a relative'y small number (e.g._ 1000) of t?Ed full-
{dpovey, kai sheny}@ri crosoft. com covariance Gaussians [8], [9]. We previously described [10
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a version of this technique for SGMMs. The current papemtil convergence. We are integrating over the uncertaimty
represents a simplification of the mathematics of the caiginw(®) for training speakers. The problem is that, due to model
version, and also contains extensive experimental resitils incorrectness, we do not know exactly what that uncertainty

traditional diagonal-covariance models. This relates to the acoustic model “scaling factor” (tyflica
between 1/10 and 1/20) that is used in speech recognition
I1l. DISCUSSION systems. It is not clear whether we should apply this scaling

Before introducing the specifics of our method, we discuss2ctor top(Olw!*)) in our likelihood term. We could introduce

as a generic parameter estimation problem, keeping eqsatig" arbitrary fa_lc_tor and tune it to optimize performance, but
to a minimum. At this level of detail, our approach would b&'€ do not anticipate that this would lead to good results. The
applicable to any situation where we require a robust estim&roblem is that we are trying to tease out a small signal (the
of an unobservable variable, but where time constraints ¥iance ofw()) from a large amount of noise (the estimation

the incorrectness of the model make it impractical to appffror in “f(s))' and if we are forced to guess at the variance
a traditional Bayesian approach. of the noise we could get radically different estimates @& th

In order to avoid introducing extra notation and to clarifypi9na@l depending what guess we make (i.e. depending what
the link with what comes later, we use notation specific teF@ling factor we use). This would make this type of method
our method; however, at this stage the reader is encouragefi@n-robust, aside from the considerable practical diffies!
think of it as a generic problem. The problem in test time is to
estimate a variables(*) for speakes, given observation®®) A, Use of a basis
(for us, this represents a variable-length seq%ence ofifeat |, this paper we use a basis method. There is no prior
vectors). We use the notation?) = vec (W)™ ) to forget term involved:; instead we re-parameterize the problemgusin
the matrix structure oW (*) and make the parameter a generig pasis. In the vector notation, we would write

vectot. We assume the model and the transcripts used for B(s)
S

supervision are given. Ideally, in test time we would like to () _ ()
use Bayes’ rule as follows: W =wo + ; ay, " Wb, (5)
p(OF) [w))p(w*)) . o -
p(w®|0E)) = ] (4) WhereN is the dimension ofw. Then for each speaker we
p(O®) limit w(*) to be a sum over the first < B(s) < N basis

We assume it is impractical to compute more than a poigtements, wherd(s) will be larger if more data is available
estimate ofp(w(*)|0)). The denominator ternp(O()) is for the speaker. This is no different from an affine change of
irrelevant as it does not affect the estimated valup(ef(*)). variables to a vecton, and then enforcing a special form
If we keep just the termp(O®) |w(*)) and maximize this, we of sparsity on the new variabla. By making appropriate
get the Maximum Likelihood (ML) estimate gf(iw(*)). The assumptions it is possible to obtain an ML solution for the
key extra part is the prior term(w(®)). We assume that this basis vectorsw;,. Our solution is Maximum Likelihood in
is a Gaussian prior, but keep in mind that in high dimensiotige sense that for any given basis siBewe choose, our
the key part is its covariance rather than its mean (which $¢lution maximizes the likelihood of the training set when
much easier to estimate). modeling it using only the firsB coefficients. Essentially the

1) Simple Empirical BayesThe parametew(®) is not an problem reduces to Principal Components Analysis (PCA) on
observed variable, so we are forced to rely on estimates oBititably transformed and scaled variables, and each vegtor
to estimate the prior distribution. The most obvious soluti corresponds to an eigenvector of a symmetric matrix. We make
is a simple “Empirical Bayes” approach where we computbe following assumptions in order to reduce the problem to
the ML values ofw(®) for the training speakers and estimat®CA: that the likelihood function is approximately quadrat
the prior from these. The problem is that unless the trainirigg w,, and that the quadratic part of the likelihood function
speakers all have a lot of data, the estimatesv6? will be is about the same for each speaker (up to a speaker-specific
dominated by estimation error and we will overestimate trggaling factor that in our case corresponds to the utterance
variance of the prior. Also, if there are fewer training dgeza  length).
than the dimension of(*), the estimated prior will be exactly
zero in some directions. B. Relationship to Bayesian methods

2) Advanced Empirical BayesOn the other hand assume It is instructive to compare our basis method with the use
that we are willing to use a more complex approach tg P

estimate the prior ovew. We still make a point estimate :)r: adBay?_smn prior. t-{]h'nl_( otvo af the I];nean of a prior, a?(_j
of the prior parameters, but now we integrate ower) for - 'c Crectionsw, as the €igenvectors ot a covarance matrix.

the training speakers. The most plausible scenario is tleat &/ is possible to show via suitable assumptions, that the use

initialize the prior parameters to some default value gjvinOf a prior is equivalent to a speaker—sg;euﬂc scaling faator
, ~ we would have a

a flat distribution, then estimate the posterior distribntof each dimension o4, i.e. that for eachu ‘
w(® for each training speaker, then estimate the prior fronpaling factor between zero and one that scales the Maximum

ikali i i (s)
the posterior distributions of all thev(*), and then iterate likelihood estimate. The scaling factor, say< ;" < 1,
would be speaker-dependent (given our assumptions, itdvoul

1The transpose is convenient at a later stage. just depend on the amount of data available for the speaker)
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and would decrease with increasingVery crudely, we can priori, for instance eigenvalues; proportional tol/:. We
view the enforced sparsity on the vectoras a quantization have not experimented with these types of approaches.
of this scaling factoags), so that the firsBB(s) values are one
and the rest are zero. o _ C. Impact on optimization

As far as the estimation of the basis is concerned, if we

e . iy . i i i (s) [
make similar assumptions within the Bayesian frameworkagg)mtgle?mhgﬂi r(jelfe(:rlé?\ilg?or:{asssgsg??e asaz: t?ar?efn.e;lc
(i.e. about the quadratic nature of the likelihood func)ionIO

. - . matrix. We have not considered how we would optimize
we can recover quite similar equations to those we obtatw - S . . . :

. . . e likelihood function in test time, subject either to aopri
for our basis method. A key difference is that a per-speakgrr to the basis constraint. Recalling that — W)
scaling factor arises in our basis method (proportionahto tth familiar approach [2] u dates e%ch ro& %fcig turn,
amount of data for that speaker), and that factor does £ pp P '

- . o ) . nﬂﬂs does not interact well with a basis method, since in a
initially arise within the Bayesian framework. Howevertlife basis method all the rows change at once when we undate
Maximum Likelihood estimates of the parametav$®) are 9 P

assumed to be dominated by estimation error in all dimels’.siort'lhe coefficients. It could also converge slowly when using a

it is possible to recover this speaker-specific factor mitai conventional prior, if the prior introduced strong cortias

Bayesian approach. This would be done by choosing a Véjrstween the rows OW'. : (s) .
A Co : . In our work, we optimizew's) by gradient descent, but
tight” prior a priori, with variance equal to a small multiple

. . . .. s) .
of the inverse of the Fisher Information Matrix, estimatihg crucially we do this via the coefﬂmenté , and the Hessian

maximum a posterior{MAP) values of training parameters,w'trll rest};ect todt_hefedls prOfortlonaI to the l:cn'tt m:ér(;).(t'.STh'"
and estimating our prior from these values. makes the gradient descent converge very fast. rpna

A key practical difference between the basis method and'§ expe”meﬂt with conjugate grad'e_'?t methqu, .bUt since
Bayesian approach is that in the basis method we keep o .p.roblem is f’;\Iready so well conditioned this gives little
the eigenvectors of the prior covariance matrix, and igtioee additional benefit.
eigenvalues. Let us assume that this prior covariance xnatri
is being estimated after a change of variables such that fde Summary

Hessian of the likelihood function is proportional to theitun In this section we have exp|ained how our basis method
matrix (this corresponds to the calculation we use in thésbagelates to Bayesian approaches and discussed why it solves
method). Itis possible to justify throwing away the eigdnes certain problems that arise when attempting to apply Bayesi

by pointing to the problem of bias in the estimation of thenethods to this type of parameter estimation problem. We do
eigenvalues. The noise introduced into the prior covagangot believe that our basis method is an optimal solution— in
matrix due to estimation error in the vaIuesmﬁ‘"S) for training fact, there are some obvious “more Bayesian” extensions of i
speakers, is proportional to the unit matriXhus, it increases that would probably do better. The difficulty is that aftecite

the eigenvalues of this matrix but in the limit of sufficiening on an approximate Bayesian approach, one is faced with
training data it has no effect on the eigenvectors. It maynseein almost infinite array of choices. Conversely, the prilesip
paradoxical from a parameter estimation point of view that VWhehind our basis method are very Simp|e and most aspects
would not trust our estimates of the relatively small numejf the a|gorithm flow natura”y from a few assumptions_ In
of eigenvalues, and yet would trust the much larger numbg@e experiments we report here, we have limited the Bayesian
of parameters in the eigenvectors. There are two resporsespiselines to the fMAPLR approach that has previously been
can make to this. Firstly, we view it as a question of estiorati investigated in the literature; we consider a more thorough
bias rather than of variance in the estimate. Secondly, we mestigation of the possib|e Bayesian alternatives tod}@bd

not need very accurate estimates of the eigenvectors at @ik scope of this paper. We also do not experiment with the
Suppose we have somehow obtained the “true” value of th&hnique of [7] since it was described only in general terms
covariance matrix, and we swap the last and the secondsto-land in its original form it does not appear to be a viable métho

eigenvector. The eigenvectors become completely inat&uraf the utterance length of test data varies widely.
and yet the effect on the covariance matrix will be tiny bessau

those eigenvectors probably have quite similar eigengalue IV. OUR METHOD
It is the leading few eigenvectors that are most important, . . . .
and these can be more accurately estimated because in tho this _sectlon we describe our method .W'th more mat_hemat—
directions the sianal dominates the noise. ical details, but _st|II at a relatively generic level (i.eeating
gnal . . (s) t

The closest Bayesian equivalent of our basis method would as a generic vector).
be as follows: transform the variable to make the average
negated Hessian proportional to unity, and then estimate #. Preconditioning
prior covariance matrix in some Empirical Bayes fashion. The first stage is to precondition the problem so that
Then keep only its (ordered) eigenvectors and replace it quadratic part of the auxiliary function is approxiniate
eigenvalues with some set of eigenvalues decided umorproportional to the unit matrix. We define

2We can justify this claim by reference to identities on theher Infor-
mation Matrix, which for well-behaved distributions can efined in two H=-F (6)
different ways. w=wy

0? log p(x)
ow?
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where the expectation is taken over acoustic vectorgen- we can write as follows, wher@®) is the sequence of frames

erated from the model, ane, is the “default” or mean x§5>,...,x[<j<>s) for the speaker:

value of the parametew; in our case it corresponds to the

matrix Wy = [I; 0]. In fact, in our computation oH we 5 9% log p(O)) _ g1 11
approximate the likelihood function by the auxiliary fuioct, W‘ms)—% =-p7L (11)

but the difference is small (and using the auxiliary funetio o _ _

is more appropriate anyway for a Sing|e iteration of updatééve then assume this is true not ]USt as an eXpeCtatlon, but as

We can computd from the Hidden Markov Model (HMM) an equality, and in fact for a sufficient number of frames it

parameters (including occupation probabilities for matar Wil be a close enough approximation. Next we define

states). Next we do the Cholesky decomposition (o Ologp
pe) =

H = CC” @) Ow(e)

which is the gradient of the log-likelihood function with

respect tow(®), taken at the “default valuetv, = CTwy.

w=0CTw . (8) Using a quadratic approximation to the likelihood function
with (11) as an approximation to the quadratic term,

(12)

W) =

and define a transformed parameter

We can then show that . R .
(W— WO)T(W )

203(s)

92 log p(x)

E ow?

(13)
Constraining the value ofv —wg to the basisXjp, and
i.e. the Hessian w.r.t& is now unit (in expectation, per frameusing (10), it is not hard to show that this is maximized by:

p(OW W) = C + (W —Wo) - ) —
1 =-1 (9)

of data). Our problem is now well conditioned. Note that it ) 1 & ora(o

is only well conditioned in an averaged sense over speakers, W =wo + WXBXBP : (14)
since Equation (9) is an expectation and does not imply an

exact equality for a particular sequence of features. For brevity, let us writey*) for the second term of (14), which

is the differencew(*) —w,. We can write the change in our

) . approximated log-likelihood of (13) as:
B. Basis computation

~(s) . Als 1 ~ ()T A (s
Ap ~ p©.q® — ()7 g

The next stage is to compute the basis, i.e. the set of vectors 230 a
wy, for 1 < b < N whereN is the dimension ofv. For a test- 1 0T o ora
ing speakers we will choose some basis siZe(s) and limit = 25 p® " XpXLp® (15)

w(*) —wy to be a combination o&, for 1 < b < B(s). There
is a natural Maximum Likelihood solution to the problem ofusing (10)), and we can recognize the task of maximizing (15
basis estimation, once we assume the likelihood functiond§ @ Principal Components Analysis (PCA) problem on the
quadratic and approximate the Hessian by its expected valffdlowing matrix:
We assume in the text below that we are trying to solve . 1 T
the basis learning problem for some fixed basis dze&vith M= Z p* . (16)

36)
1 < B < N, but in fact this naturally leads to a solution s
valid simultaneously for all basis sizes. We are solving forhis can be solved by computing the eigenvectoerin
a matrix Xp with B columnswy,...,wg. It is easiest to order from greatest to least eigenvalue, setiatp the matrix
solve this initially in the pre-conditioned space, so we/edbr whose columns are these eigenvectors, and maﬁ@gthe
Xp = C"Xp, transformed as in (8). We can assume withouhatrix containing the firsB columns ofX. Thus, we naturally
loss of generality that the columns &z are orthonormal:  obtain a solution that is simultaneously valid for all basizes.
Note that the scatter of the ML-estimated parameters would
have an extra factor g8(*) on the bottom of (16); we referred
to this issue in Section IlI.

XEXp=1. (10)

This is true because non-singular linear transformatidrse
columns ofX 5 do not affect the subspace spanned by them,

hence do not affect the objective function, and a solutichh wiC. Optimization in test time
linearly dependent columns can always be turned into orte wit
linearly independent columns without decreasing the dibjec
function value (usingB < N). It follows that given some
X we can find one satisfying (10) with the same or bett

objective function value. the gradient of the auxiliary functio®(w(®)), then we can

For a speaker, let us Wr_|te_ the number_of frames_ Ofoptimize it as follows. Suppose for test speakave limit the
speech observations @*) (this is the conventional notation basis size taB(s). Then leta®) € RE(), and we will use
used for the statistics accumulation in Constrained MLLR. [2 ' '

Without knowing anything about the speaker other ti¥4n, wi®) =X pal. (17)

After computing this basis we automatically have a fast way
to obtain the parameter(*) for a given speaker; note that we
refer now to maximizing an auxiliary function rather than a
%{uadratic approximation to one. If we can efficiently congout
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Note that this equation is written in terms of the originaldimension (e.g. 39). In test time, for a particular speakee
un-transformed parametev(*). The likelihood function ex- decide the basis sizB(s) and then compute our coefficients
pressed as a function af*) is automatically well conditioned; a(*) = ags)’ .. ,a(g)s . These coefficients are optimized by
it is easy to show that the quadratic term in the approximategbeated line search in the gradient direction.

likelihood function is—13(*)(a®) - a*)). Thus, the gradient

direction ona(*) will automatically be a good direction to g Conjugate gradient modification

search in, and all we have to do is to compute the gradient ) ) L
3 As an improvement to the basic optimization framework of

w.rt. al®), take the optimal step size in that direction, an hin th dient directi directi
repeat. Using this approach, we automatically get the benefi® S€arch in the gradient direction, we can use directions

of the matrixC used for preconditioning, but we do not nee&ietermmed by lt)he _conjugate g(rjadlent method [11]. Th_|s IS
to refer to it in test time since the information we need {30t Necessary but it can speed up convergence. Conjugate
implicit in X gradient methods are applicable to the situation where one

We have slightly glossed over the issue of whether [@n measure the gradigqt and then dq Iine_ search in some
is the likelihood function or the auxiliary function that isch0Sen direction, and this is exactly the situation we have h

well-conditioned. In practice it is almost the same thing fo! "€S€ methods are very simple to use, since the step diectio

speech recognition tasks. In Section IV-A we assume it is the USt @ linear combination of the gradient direction with
likelihood function that we condition well, but we actuallythe previous iteration’s step direction, with an interpiola

computeH as the Hessian of the auxiliary function since thiga(:to,r that depends_only on the cgrrent and previous |tm%$t|
is easier to compute. gradient and step directions. Various formulae are availabh

determine this factor; we choose a popular approach which is
D. Application to Constrained MLLR estimation the Polak-Ribiere formula with “restarting” (see [11]).

V. DETAILS OF OUR PROPOSED METHOD

A. Statistics and auxiliary function
Training Data The statistics required for CMLLR estimation can be stored

Speach Model in various forms, and which one is optimal depends on
ﬁ the system architecture and a tradeoff between memory and

efficiency [2]. For conventionally structured diagonaltsyss,
the most convenient statistics are generally as follows: fo
dimensionl < ¢ < D,

G; = Z Z Yim(t) Uz;mx(tﬁx(t)ﬂ (18)

Pre—conditioning

(Cholesky factor C) Statistics M for basis trainirg

K=Y qm (t)E;iuij(t)*T (19)
t gm

B=>1 (20)
t

where} ", is a sum over the frames for the speaker in question
and v, (t) is the posterior of Gaussian mixture index of
statej at timet, derived from the forward-backward algorithm
or Viterbi alignment. The Gaussian means and (diagonal)
variances arew;,, and Xj;,,, with the diagonal elements
of the variance being Writtelarfm(z'). We will put speaker
Test Transcription superscriptgs) on these statistics where necessary for clarity.
The auxiliary function can be written as follows:

|

Basis matrices \)/

Fig. 1. Overall process Q(W) = tr (WTK) + Blog|det A| — % Z w; G;w; (21)
Turning now to the application of this method to Con- @

strained MLLR estimation, Figure 1 describes the overalthereA is the firstD columns of W, andw; is thei'th row
training and testing process. This assumes that we hawagireof W (transposed). We aim only to find a local maximum of
built a conventional HMM-GMM system. We compute thehis function close to the default vall&; finding a global
Cholesky matrixC (this can be done directly from the model)maximum is hard, and we do not believe it would lead to
and then we compute the matrix in order to train the improved performance in terms of error rates.

basis (this is the same adI but in un-transformed co- For background: the CMLLR update that is generally
ordinates). FronM andC we can compute the matriX, each used [2] is based on optimizing each rowW while holding
column of which is (the vectorized form of) one of the basiall the others fixed. The only interaction between the rows
matricesW,;, for 1 < b < D(D+1), whereD is the feature arises from the log determinant term of (21), and given the
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other rows it is possible to compute a particular row’s valug. Computing the basis
in closed form. For a number of iterations, this is done for |; is easiest to compute the matrixI of (16) by first

each row in turn; ten iterations is usually sufficient. computingM in the original space (i.e. no multiplication by

. _ the Cholesky) and then transforming it. Analogous to (128, w
B. Cholesky matrix computation define in the original space:

In this section we describe how we obtain the Cholesky

matrix C of (7) that we use for preconditioning. We first (s) — 0Q (27)
compute the matri¥ of (6). As discussed, we approximate ow(® w() =wq
the likelihood function by the auxiliary function (21), amd (s) T
take the derivative at the valu&(*) = W, = [I; 0]. With &1
W) fixed, the second derivative of (21) depends only on =vec [ | K® 4+ 5% [I; 0] - : (28)
the quantitiesG;, and we need the expected values®@f gSL
for a single frame of data. Let these be written @s, for
1 <4i<D. Thus, where byggf) we mean the'th row (or column) ofGES). Note
1 that this is a specialization of a more general expression we

~(s) ; + ,+7 40
G7 = ZP(]’m) ) (“J’muim + EJ'M) » (22 introduce later as (34); here, we U¥é — [I: 0] to simplify.
o Next we accumulate the quantity:
where P(j,m) is the occupation probability of Gaussign

of mixture m, with >-.  P(j,m) = 1, and 2;52 (our own M = Z 1 p® p(S>T, (29)
notation) meang:;,, extended with an extra row and column s B

with zero values. The occppaﬂon pro_l:)ab|l|tu?$y_) for the singw = CTw, and given that gradients always transform
states can be computed using occupation statistics froneimod: . .
L . . . ~with the inverse transpose of the transformation on theovect
training if available, or otherwise we can just use a flat iprio . _ ~ 4 T s .
. A . . we havep = C~'p,soM = C~'MC~~. ltis typically more
P(j) =1/J (we did this). Then the Gaussian-level occupation . "
e ) , robust to use Singular Value Decomposition (SVD) rathentha
probabilities areP(j,m) = P(j)c;m wWhere ¢;,, are the

. ; eigenvalue decomposition, so we do the SVD:
mixture weights.

We are computing the second derivative of (21), and since M = ULV?, (30)
this is for just one frame of data, in expectation, we tgke
to be 1 andG; = G,. There are two terms in the Hessianin which we require that the diagonal matiixbe sorted from
one arising from the log determinant term in (21) and or@reatest to least value (if not, we need to sort this and the co

involving G,. The part arising from the log determinant is: responding columns dtl). SinceM is positive semidefinite
2 we can show that the columns &f are eigenvectors &¥1 and
———log(|det A|) =—0(¢,0)6(4, k), (23) the diagonal elements &f are the corresponding eigenvalues.
OwijOwi A=I The basis matrice®V, for 1 < b < D(D+1) are given by
so each element of the matrix is only correlated with thge identity
corresponding transposed element. We can view this as a C Tuy, = vec (W]), (31)
matrix H() ¢ RP(P+D)xD(D+1) - with elements . _
o) 80 1), k) (24) whereu, is the b'th column of U. This completes the pre-
((i=1)(D+1)+5),(k=1)(D+1)+1) — 2B 1) ) computation phase. We only need to keep the basis matrices
for 1 < 4,5,k,l < D, where the elements (! that Wo.

are not covered by this formula are equal to zero. This can
be computed as follows: first sé)) «— 0 and then for p Test-time: optimizing the matrix

1<4,7<D seth(l?1 5 (i 5 — L : - .
= DJ =" i—1)(D+1)+5),((—1)(D+1)+i .
(- DD+ D +5).((1—1)( ?1e term in (21) In test time we do not explicitly work with or store the

The part of the Hessian arising from t o (5) e ) ) .
involving G, can be written as the block-diagonal matrix: Coefficientsa, ’ as it is more convenient to work directly with
@ _ 1 a E _ the matrixW (), The computation on.*’ is implicit. We use
H'Y = diag (G1, G2, ..., Gp) (25)  the statistics from (18) to (20), and we require some initial
where we interpretliag here in the obvious wdy So our value of W) to start from. This initial value may be the
total expected per-frame negated Hessian is default valueW, = [I ; 0], or in an iterative or on-line setting
it may be some previously optimized value. In the text below
H=H" +H?. (26) e will write W) simply asW for brevity.
This is a sparse matrix but its Cholesky is not sparse and itTo choose the basis size for speakefor our experiments
has a rather difficult structure so it is best treated as denkere we used the formula:
computing its Cholesky will not dominate the pre-computati ) 5)
phase anyway. We then do Cholesky decomposition as in (7) B(s) = min([nf*], D(D+1)), (32)
to getC. where the constany (e.g.n = 0.2) represents the number

3The reason for the transpose i = vec (WT) is to get this block Of parameters we introduce for each new frame of Spe?Ch
diagonal structure. data. This formula means that the number of parameters rises
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linearly with the amount of training data, up to the maximum 4) Compute optimal step sizéMe will take a stepW

possible value. W + kA for a positive scalak. This is computed iteratively
The phases 1), 2), 3) and 4) below should be done repesgtarting fromk = 0, via Newton’s method. Note that if the

edly, for iterationsl < ¢ < . BetweenQ =5 and@ = 20 HessianH is accurate for the current speaker’s data we expect

iterations is a reasonable number. the final value oft to be about 1. If it has a very different
1) Check auxiliary function:On each iteration of updateorder of magnitude, this may indicate an error.

it makes sense for debugging purposes to check the auxiliary/Ve first compute the scalars:

function of (21). This is bound to increase (or stay the same)

from iteration to iteration and a decrease indicates arr.erro m = tr(AK") - tr(AST) (43)
2) Compute auxiliary function gradientTo compute the D .
auxiliary function gradienP € RP>(P+1) we first compute a no= Z 9; Gidi, (44)
=1

matrixS € RP*(P+1) which is the contribution to the gradient

from the quadratic term. Defining andw; as thei'th rows \yheres; is thei'th row of A, viewed as a column vector. We
of S and W respectively, viewed as column vectors, we dogre maximizing the auxiliary function

si = Giwi (33) k) = Blog |det(A + kArp)| + km — k> (45)
P=p[AT; 0] +K-8S (34) 2

where A.p represents the firsb columns of A. For each

whereA corresponds to the firdd columns of W. From this jeration1 < » < R (we usedR = 3), we compute the quan-

we compute the gra_ldi_ent w.r.t. the re'?(iged _coefficie:ﬁf% tities d; = 8%5!@) andd, = a2a%gk) as follows:
for 1 <b < B(s). This is a vectod € R , with elements
N = (A+kA;p) A 46
dy = tr (Wi P). (35) ( u0)” Ao (46)
d = ptr(N)+m—kn (47)
Eachd, can be computed i®(D?). dy = —ptr(NN) —n. (48)

3) Compute step directionThe next phase is to compute _
the step directionA € RPXP+1_ |f we are not doing the We then generate the candidate new valué,of

conjugate-gradient modification, this is quite simple anal w

set: k= k- dq/ds. (49)
B(s) . .
_ We evaluate (45) fok andk. If Q(k) < Q(k), then we have
A= bz_; W, (36) overshot and we need to reduce the step size by setting

(l% + k)/2. This should happen rarely, and if it does happen
This is equivalent to the gradient direction on the coeffitde we should keep checking that the auxiliary function has not
al®. decreased and keep setting— (k+k)/2 until Q(k) > Q(k).
With the conjugate-gradient modification, we need a lined¥hen this terminates set set— k. If we halve the step size
combination of the formula above and the previous stépore than, say, ten times then the auxiliary function desgrea

direction. We write the preconditioned gradient directms May have been due to roundoff error and we may already have

v: converged, so in this case we would just legvenchanged
B(s) and terminate the loop over
V=> dW,. 37)
b=1

VI. EXPERIMENTAL RESULTS

If g=1 (we are on the first iteration), we set: o
A. System description

é =V (38) 1) Common system featuredMe used two systems to
vV =V, (39) evaluate our technique. Both use cross-word triphone gbnte
B dependency, with standard phone context clustering aee-thr
where we use the notatid¥ for the “preconditioned” gradient state left-to-right HMMs. The features are 13-dimensional
direction V from the previous iteration. Otherwisg ¢~ 1), MFCC + A,AA and AAA features, reduced in dimension
we use the Polak-Ribiere formula “with restarting” [11]:  with HLDA. The frame shift is 10ms. We use cepstral mean
normalization; in test time this is applied in an on-lineHfias.

b = max <0 tr (VTV)f tr(VTV)) (40) We do not use VLTN. We train gender-independent models
’ tr (VI'V) and further train these for four more E-M iterations on only

A = V+bA (41) male or female data, to obtain gender-specific models, &efor
vV = V. (42) discriminative training. The gender-independent modets a

B used in the first pass of decoding to obtain the supervision
The variablesV and A must be retained between iterationshypothesis and the corresponding phone-level alignment.



8 SUBMITTED TO IEEE TRANSACTIONS ON AUDIO, SPEECH AND LANGUAE, 2010

2) Interactive Voice Response (IVR) syste@ur first B. Details of CMLLR implementation

system is a speaker-independent interactive voice responsgyr CMLLR statistics accumulation has an unusual feature:
(IVR) system, geared towards telephone applications Wi speed up the search, our decoder uses context-indegienden
short utterances. The training data consists of 7500 hdurs(@D phone models derived from merging the context depen-
speech, mostly voice search data recorded over the telephgant models, and these CI models are also used in paraltel wit
but also read speech. This is doubled to 15 000 hours @ context-dependent models when accumulating CMLLR
speech by duplicating the data and applying cepstral meggistics. We assume that to a first approximation, this is
normalization either at a per-utterance or per-sessmal.Ievequiva|em to doubling the statistics; our total cogfft will be

The average length of training utterances is 5.3 seconds. Thice what one would normally expect. For better comparison
feature dimension after HLDA is 36. Each of the three (Glyith more normal setups, in the experimental section we have
male and female) models has 9116 clustered states with 4y sted all figures that refer indirectly to data counts.(e.
Gaussians per state on average. The models were traigggthortionality constants and minimum data counts), by a
with Minimum Classification Error (MCE) [12]. The test sefacior of two to remove this effect. Therefore, this feature

contains three subsets consisting of digits, city-stas@md o oyr system can safely be ignored when reading the rest of
stock names, totaling 20 hours of speech, with 21K words ags section.

an average utterance length of 3.4 seconds. Such a large tegl our adaptation is done on a per utterance basis, i.e. we

set is necessary because the WERSs in this domain are Ve&me each utterance corresponds to a unique speaker. We
low, particularly for digit strings. apply the CMLLR estimation (in both the baselines and our

3) Extended Voice Mail (EVM) systeriThis is an LVCSR technique) in a segment-wise online fashion. That is, W'R_ddiv.
system that is tested mostly on longer utterances. Theraystif€ utterances up into segments and the CMLLR estimation
architecture is as before but with 33 dimensional featuf@" €ach segment only sees the statistics for that segment
vectors and MMIE [13]. The number of clustered states f'd Preceding segments. For the statistics accumulatien, t
10144, with 47 Gaussians per state on average. The tramﬁl&lLl__R_transform e_stlmated for the previous segment IS used
data consists of 1700 hours of read speech, with an averigeWithin-phone alignment (the phone-level segmentai®n
utterance length of 5.3 seconds, plus 130 hours of voicem&ied by the first pass decoder). The segmenter is tuned to give
recordings with an average utterance length of 35.3 secon@@oUt three segments per utterance. Assuming equal length
the statistics from the voicemail are scaled up by a factor 8f9Ments, for an utterance of lengththe number of frames
20 in training. We present results averaged over five differe/S€d to estimate the CMLLR would 13/3, 27'/3 and " for
sources of voicemail test data, totaling 507 utterancel wi'€ thrée segments respectively. The averags/i’, so we

4 hours of speech in total. The average length of the t&&" approximate the effect by a correction factor2g8 on
utterances is 28.4 seconds. our utterance lengths. However, the utterance lengths wtequ

are the real lengths.
All of our CMLLR implementations are set to only adapt
TABLE | if statistics corresponding to more than 1.5 seconds ofctpee
BASELINE WERS AND WORD COUNTS BY UTTERANCE DURATION BINS  are available. In our shortest subset (left column of Taple |
R oy only 1% of utterances are shorter than this, so this will have
Min Duraion | 1.2 29 47 64 28 202 376 723 Only a small effect on our results.
Max Duration | 2.9 47 6.4 151202 37.6 723 1765 We only do one iteration of E-M in the sense that for each
Mean Duration | 2.2 38 54 77116 281 51 101  gegment we only do the statistics accumulation and update
%WER#VEIS:]isdapted g%ﬁ %fgs %OES 15';337;8 1311|.<4 132353 6'3?5}?8 once, but because of the on-line aspect the effect is sontewha
similar to multiple iterations. For all experiments, inding
our own method, we used ten iterations of optimization in the

) update phase.
4) Data subsets:In order to see how our technique per-

forms on different utterance lengths, we broke up the IVR ]

and EVM test sets into four subsets each, correspondingGo Baselines

different duration bins. The bins were generated by intiag The baseline adaptation strategies we compare against
them as equal-sized duration intervals and then merging bare “full CMLLR”, which refers to CMLLR estimated in

as necessary to have a specified minimum number of wottie standard way, “block-diagonal CMLLR”, in which the
in each. Table | describes these bins, along with the baselmatrix A is block diagonal with three equal-sized blocks,
(unadapted) Word Error Rates in each bin. There is a veapd “diagonal CMLLR” whereA is diagonal. The use of
large variation in Word Error Rates because different biies ahe block-diagonal structure originated with systems trest
dominated by different types of test data. In particulag thtMFCC+A+AA coefficients, but with HLDA features there
longer IVR bins are dominated by digits which have very louws no special meaning to the three blocks. We also compare
error rates. We will also show results separately for IVRtdig with fMAPLR [3], for which we use a separate full-covariance
this is a 10.5 hour test set with average utterance durafion@aussian for each row; we extend it by putting a scale on the
5.5 seconds, and the baseline (unadapted) Word Error Ratéog prior term and tuning the scale. For the IVR system our
0.85%. fMAPLR is applied to block diagonal CMLLR with 3 blocks,
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and for the EVM system we use a full matrix; this choice was a5

made to optimize WER under fMAPLR estimation. The prior O Qi R R -
used for fMAPLR in the 3-block case is a Gaussian modeling 3 o T
the non-zero part of each row, which is a vector of dimension 7
D/3+1. B
Because the estimation of the prior in fMAPLR does not 2 g B

seem to work well with short training utterances, we trained
the fMAPLR prior only on relatively long utterances. For the
IVR system we used 4000 utterances containing digits, since
these are well matched to the test set and are longer than the
other types of test data. These utterances were not in the tes
set. We used the same utterances to train the basis matrices : _

for our method. For the EVM system, we used the 130 hours . : : SonnoeGten S

of voicemail training data to train the fMAPLR prior and the lteration

basis matrices. We always treat each utterance as a separate

speaker. For training the fMAPLR prior and the basis, we us&§- 3- Convergence of update phase: three randomly chatemances
the same feature extraction (with on-line CMN) that is used

in test time.

Auxiliary function improvement per frame

Gradient Direction —<—

Conjugate Gradient methods, for various numbers of itenati
and these broadly reflect the auxiliary function behavisible

in the graph. Results in this paper are with the baseline
(not Conjugate Gradient) method with = 10 iterations, and

R = 3 inner iterations.

D. Technical issues and tuning

o
N

o
[
o

TABLE Il
TIME TAKEN IN UPDATE PHASE (% CPU)

Singular Value
o
P

o
=)
@

Proposed Baseline

Method ~— Full  3-Block Diagonal
200 400 600 800 1000 1200 1400 IVR (D|g|ts) 575% 351% 184% 045%
EVM (Woicemail)| 0.10% 0.68% 0.03% 0.01%

o

(=)

w

< ¢ N <
o vk NGO WO

Table Il shows the time taken in the update phase of the
different CMLLR update methods, as a percentage of total
CPU (the time taken for accumulation is the same for all

methods in our code, since we always accumulate the same

000 O mension 10 10 100 statistics). We do not show the fMAPLR based methods since

the time taken is the same as the corresponding baseline

Fig. 2. Singular values for basis training: IVR CMLLR update. The time taken is a much larger percentage
of total CPU for the digits task than for voicemail, becauke o

Figure 2 displays the sorted singular values of the matrikfferences in search speed and utterance length. Thegavera
M that was accumulated for training the basis for the IVIength of the digits and voicemail utterances we used far thi
system. The singular values were divided by twice the numitest was 5.8 seconds and 35.4 seconds respectively. Fer thes
of frames in these utterances to get a per-frame log liketthoamounts of data our method is faster in test time than the
quantity; the factor of% comes from Equation (15). We traditional CMLLR update. We expect our method to get closer
display the absolute and cumulative singular values. Fimm tto the speed of the traditional approach as the amount of
cumulative plot, it is clear that about half the “energy”’nsthe adaptation data becomes very large, since both methods are
first 75 or so singular values. The total cumulative value(b O(D*) per iteration in this case.

3.25) is roughly comparable to the amount of log-likelihood Figure 4 relates to tuning the proportionality facipused
improvement we would get on these utterances without atyycontrol the per-speaker basis si2és), on IVR digits. The
dimensionality reduction. A similar plot for the EVM databest factor isp = 0.2. Figure 5 shows the same for EVM,
(not shown) has even more energy concentrated in the fipstt this time we compare with tuning a fixed basis size
singular values. that does not depend on the utterance length. Again the best

Figure 3 shows the convergence of the iterative upddeector isn = 0.2, and this is better than any fixed basis size.
phase for three randomly chosen utterances, againstigterafThe fact that the same value pfworks well in domains with
q. We show this for both the baseline and conjugate-gradiemry different average utterance lengths confirms to us that
updates. It can be seen that the conjugate method convemgaslinear rule of (32) is reasonable. On IVR we did not see
faster than the baseline method, with about the same awyxiliany clear difference between choosing a fixed versus agaptiv
function after 5 iterations that the baseline reaches dffer basis size, probably because the range of utterance dusasio
Word Error Rates were also measured for the baseline amndch smaller. Figure 6 investigates tuning the scale onape |

-

Cumulative Sing. Val.

=]
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Fig. 7. WER improvement from adaptation vs. utterance éhmat

E. Main results

Our main results are in Figure 7. This shows the relative
WER improvements of our technique versus no adaptation,
along with the various baselines, for the duration bins de-
scribed in Table I. It can be seen that our method is generally
best, followed by fMAPLR, followed by standard CMLLR,;
depending on the utterance length, either full, block-dre
or diagonal CMLLR was best. The points on the left half
of the graph are from IVR, and those on the right half
are from EVM. Note that in this graph, the fMAPLR line
does not represent a single technique: on the left half, it is
block diagonal, and on the right half it is the full transform
However, this does roughly represent “the best we can do with
fMAPLR”. Note that the line with full CMLLR (triangles)
substantiates our claim in the introduction that CMLLR does
not give improvements below about five seconds of data.

prior in fMAPLR, for EVM. The optimal scale appears to be Figure 7 is a little hard to interpret because the variougbuc
about 2.5, and we used this for EVM (for IVR, the optimizeéts are at very different absolute WERs (see Table I, las},row

scale was 5).
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Fig. 6. fMAPLR improvement vs. prior scaling factor: EVM

and the relative improvements are higher at very low WER.
We display the same results in Figure 8, normalized so tkat th
improvement from our technique is 100%. The trend becomes
rather clearer here. Until about 20 seconds of adaptatitay da
our technique gives a substantial improvement over fMAPLR
and the other baselines, and after that the differencesraalk. s

In addition, referring back to the Figure 7, for less thanwbo

3 seconds of data none of the adaptation methods give very
large improvements. The improvement from implementing our
technique versus CMLLR is greatest between about 5 and 15
seconds of speech. For less than 20 seconds of speech our
technique gives more than twice the improvement of fMAPLR,
taking CMLLR as the baseline. For 20 seconds or more, the
differences are small.

As mentioned in Section VI-B, the online manner in which
the CMLLR transforms are estimated can be approximated
by a factor of2/3 on the utterance length, so we should
modify our statements above. With this correction, we an-
ticipate that the greatest improvement from our method will
be between about 3 and 10 seconds of adaptation data in a
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batch-processing framework. [
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Fig. 8. WER reduction of baselines, relative to our method

VII. CONCLUSIONS

We have introduced a new method for estimating Con-
strained MLLR transforms from a limited amount of adap-
tation data. Our method is used in conjunction with a new
update method for CMLLR matrices. This update method is
faster than the traditional approach for the utterancetkeng
we tested on. We show that our method gives substantial WER
improvements over CMLLR and fMAPLR for less than about
13 seconds of adaptation data. For less than about 2 secbnds o
data, adaptation with CMLLR does not help much even with
our method. We anticipate that the benefits of our approach
will be greatest in scenarios where there are between about 3
and 10 seconds of data to adapt on. Our approach appears to
be at least as good as the baselines we tested for any amount
of adaptation data.

REFERENCES
[1] M. J. F. Gales and P. C. Woodland, “Mean and Variance Aalapt
tion Within the MLLR Framework,”"Computer Speech and Language
vol. 10, pp. 249-264, 1996.
M. Gales, “Maximum Likelihood Linear Transformationsrf HMM-
based Speech RecognitiorComputer Speech and Languagel. 12,
pp. 7598, 1997.
X. Lei, J. Hamaker, and X. He, “Robust Feature Space Aatapt for
Telephony Speech Recognition,” iIESLP, 2006.
J. Huang, E. Marcheret, and K. Visweswariah, “Rapid BeatSpace
Speaker Adaptation for Multi-Stream HMM-Based Audio-\as&peech
Recognition,”"Multimedia and Expo, IEEE International Conference on
pp. 338-341, 2005.
Y. Li, H. Erdogan, Y. Gao, and E. Marcheret, “Incrementah-line
Feature Space MLLR Adaptation for Telephony Speech Retogrii
in Interspeech2002, pp. 1417-1420.
S. Younget al,, The HTK Book (for version 3.4)Cambridge University
Engineering Department, 2009.
K. Visweswariah, V. Goel, and R. Gopinath, “Structurihgnear Trans-
forms for Adaptation Using Training Time Information,” ifCASSR
2002.
D. Povey, L. Burget, M. Agarwal, P. Akyazi, K. Feng, A. Gilal,
O. Glembek, N. K. Goel, M. Karafiat, A. Rastrow, R. C. Rose,
P. Schwarz, and S. Thomas, “Subspace Gaussian Mixture Blddel
Speech Recognition,” ilCASSR 2010.

(2]

(31

(4]

(5]

(6]
(7]

(8]

11

D. Povey, “A Tutorial Introduction to Subspace Gaussikfixture
Models for Speech Recognition,” Microsoft Research, Tédp. MSR-
TR-2009-111, 2009.

A. Ghoshal, D. Povey, M. Agarwal, P. Akyazi, L. Burget, Keng,
O. Glembek, N. Goel, M. Karafiat, A. Rastrow, R. C. Rose, Pv&oz,
and S. Thomas, “A Novel Estimation of Feature-space MLLRFaH
Covariance Models,” iHCASSPR 2010.

J. R. Shewchuk, “An introduction to the conjugate gemdi method
without the agonizing pain,” Carnegie Mellon Universityech. Rep.,
1994.

B.-H. Juang, W. Chou, and C.-H. Lee, “Minimum classifica error
rate methods for speech recognitioffEE Trans. on Speech and Audio
Processingvol. 5, pp. 257-265, 1997.

P. Woodland and D. Povey, “Large Scale MMIE Training Fwnver-
sational Telephone Speech Recognition,Piroc. Speech Transcription
Workshop 2000.



